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Supplemental File S1: Specification of mixed models. 

For completeness, we now outline the linear predictors for the specification of the mixed 

models corresponding to scenarios A, B, C and D, as described in the main text.  

Following from Figure 1, the linear predictor of a linear mixed model under scenario A 

would include a fixed effect of treatment and a random effect of pen to indicate the role of pen as 

a blocking structure within which treatments were assigned, as consistent with a randomized 

complete block design. The bottom row of the WWFD table for scenario A shows individual 

animals, uniquely identified by the term “pen × treatment”, as both the level of observation and 

the level of replication for treatment. This row term serves as the OU and is thus matched to a 

residual term already implicit in the linear predictor, provided that the response is specified as 

normally distributed.  Note, however, that this is not necessarily the case for discrete responses, 

either categorical or count in nature, and modeled assuming binomial or Poisson distributions; 

neither for continuous responses modeled by beta and gamma distributions (Stroup, 2013a, 

2015). In all of these cases, the residual noise is not independently parameterized.  

For scenario B, model specification would follow from the row terms in the right-most 

“combined” section of the corresponding WWFD exercise (Figure 2) and would entail a fixed 

effect of treatment and a random effect of pen nested within treatment (i.e. expressed as 

“pen(treatment)”) in order to recognize pen, not animal, as the EU for treatment. This is 

consistent with a completely randomized design with subsampling. As with scenario A, 

individual animals serve here as OU and, specific to scenario B, also as subsamples or technical 

replicates. Subsampling would thus be implicitly specified at the residual level in the linear 

predictor for normally distributed responses.  

Next, recall the flawed unreplicated design in scenario C and the corresponding zero 

degrees of freedom for the EU of treatment in the WWFD table (Figure 3). The design flaw in 

scenario C should induce pause to prevent any automatic transfer of WWFD row terms onto a 

linear predictor to specify a mixed model. While the arithmetic of estimation may be feasible in 

this case, any interpretation of treatment effects is hardly meaningful due to lack of replication.  
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For scenario D, the WWFD exercise in Figure 4 calls for a linear predictor that specifies 

a fixed effect of treatment, and random effects of herd and of herd×treatment, while the level of 

observation given by individual animals nested within the herd-by-treatment combination goes 

implicit with residuals. In the context of multi-site studies, the row term “herd×treatment” 

accounts for the fact that different herds might yield different, or even contradictory, treatment 

effects. Indeed, one can easily postulate reasonable scenarios in which the effects of a treatment 

could vary across herds. Consider, for example, biological (e.g. genetic background) or 

management (e.g. protocols, equipment used, personnel involved, quality of animal handling) 

differences between herds having an impact on how a treatment performs. By contrast, ignoring 

the random effect of “herd × treatment” when specifying a linear mixed model would be akin to 

assuming that treatments perform the same in all herds. This is a very strong assumption, one 

directly at odds with any objective assessment of reproducibility of research results. This 

assumption is also unnecessary as any variability on how treatments perform across herds can, 

and should, be incorporated into a statistical model by explicitly specifying the random effect of 

“herd × treatment” (Gates, 1995; Tempelman, 2009). This accommodates any extra uncertainty 

due to potentially inconsistent treatment effects across herds and ensures that any hypothesis test 

and ensuing inference on treatments is properly calibrated. Overall, accounting for herd-specific 

treatment effects, by specifying the random effect of “herd × treatment” in a mixed model, is 

certainly worthwhile when reproducibility of research results is at stake.  
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Supplemental File S2: Review of statistical errors 

Two traditional types of statistical errors, namely Type I and II, reflect a misalignment 

between an unknown truth that the research wants to learn about and conclusions drawn from 

test statistics computed from data (Figure 1 in Appendix B). Specifically, a Type I error, or false 

positive, occurs when incorrectly concluding on treatment effects based on misguided data 

patterns of noise; that is, when 0H  is incorrectly rejected in favor of 1H  based on significant p-

values. There is also a Type II error, or false negative, that occurs when a real treatment effect is 

missed; that is, when one incorrectly fails to reject 0H  based on non-significant p-values. 

Instead, when truth and data align, correct decisions follow, either by rejecting 0H  when 1H  is 

indeed true and treatment differences are real (i.e. true positives), or by correctly failing the 

reject 0H  when no treatment differences exist (i.e. true negatives). In any given scenario, it is 

not possible to know if the decision made from the data is correct or not. That said, with a 

significant p-value the only plausible error is a false positive, whereas a non-significant p-value 

inherently discards the possibility of a false positive and only admits that of a false negative.  

Within the constraints of an observed dataset and given a fixed sample size, Type I error 

rate α and Type II error rate β co-exist in a balanced trade-off such that decreasing α to 

minimize false positives simultaneously implies a willingness to increase β and accept more 

false negatives. In other words, too conservative an approach will err on the side of false 

negatives whereas if one is too eager to jump into conclusions, flukes will inevitably rise. This 

compromise between Type I and Type II error rates can only be circumvented by means of 

additional information in the data or by the choice of statistical tests. Additional information in 

the data can be manifested in the way of larger sample sizes, increased data structure 

representation, or more likely, a combination of the two. Yet, for any given dataset, statistical 

errors are inextricably linked. Thus, it is standard practice to prioritize one, usually Type I error, 

by setting α to a small value that outlines the researcher’s intolerance for false positives. Implicit 

in this choice is a relative preference for stability of the status quo and a reluctance to shake it 

unnecessarily (i.e. “avoid fixing what is not broken”). After specifying α, the choice of a 

statistical testing procedure implicitly sets β. That is, within the constraints set by α, the choice 
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of the statistical test can be made so as to maximize statistical power, thus minimizing the 

probability of false negatives β. Also, joint modeling of 2 or more correlated responses of 

interest can be used to leverage their shared information, thus enhancing inferential efficiency, 

particularly for discrete responses (Teixeira-Pinto and Normand, 2009). 

 

Figure S1. Classification rule to define statistical errors 
  Unknown truth 
  H1 H0 

Data Significant TP FP 
 Not-significant FN TN 

FP = number of false positives; TP = number of true positives; TN = number of true negatives; 

FN = number of false negatives; Type I error α or false positive rate = FP/(FP + TN); Type II 

error β  or false negative rate = FN/(FN + TP); Power = 1 − β = TP/(FN + TP) 

 


